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Real image understanding: recovering all semantic, exactly which 

instance, the 3D, the pose… 

Goal 
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Intelligent visual memory:  

             organize and search your visual record 

 

Necessary for some real life applications… 

 

Motivation 

“Please fold this 

chair” 
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Recovering 3D from 2D: a historical perspective 
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From the beginning of computer vision 

First PhD in computer vision, MIT 1963 

Lawrence G. Roberts 

Machine perception of three-dimensional solids 
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Until the 90s, a dominant approach 

Three-Dimensional Object Recognition from Single Two-Dimensional Images 

DG Lowe - Artificial intelligence, 1987 

Object recognition in the geometric era: a retrospective 

J-L Mundy, Lecture Notes in computer science, 2006 
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Until the 90s, a dominant approach 

Recognizing solid objects by alignment with an image 

DP Huttenlocher, S Ullman 

International Journal of Computer Vision 1990 

Alignment: Huttenlocher & Ullman (1987) 
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 We bring together these methods again. 

Upcoming the limitation of egde detection 

Category level recognition 
3D scene  

reconstruction  

Limitation of egde detection 

Soft edge representation (HOG, SIFT…) 

Machine learning (SVM, CNN…) Key points detection 

RANSAC Grouping (Bag of words…) 

Place / instance 

 recognition 

Dense evaluation 
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1. Aligning paintings to 3D models: 3D instance-level 

recognition 

 

2. Visual recognition with a large database of 3D CAD models. 

 

3.  Object category modeling by 3D instance compositing. 

-> for confidentiality reasons, this last part is not included in the 

online version of the presentation. 

 

 

 

Oultine 
Mid-level 2D-3D alignment for visual recognition 
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    Aligning paintings to 3D models:  
3D instance-level recognition 

Painting-to-3D Model Alignment Via Discriminative Visual Elements 

M. Aubry, B. Russell and J. Sivic, TOG 2014 (will be presented at SIGGRAPH 2014) 
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There are many non-photographic depictions of our world : 

 

Motivation: visual memory 

Ultimate goal: to reason about these depictions 
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Motivation: history / archeology 

[Russell, Sivic, Ponce, Dessales, 2011] 

1830 1852 1900 

New ways to access and analyse data for archeology, history or architecture 

 

Example: evolution of a particular place over time 
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Limits of local feature matching using SIFT: 

 

 

 

 

 

 

 

 

Very large space of possible viewpoints. 

 

Difficulty 

Figure from [A. Shrivastava, T. Malisiewicz, A. Gupta, A. Efros, Data-driven 

Visual Similarity for Cross-domain Image Matching, SIGGRAPH Asia 2011] 
 

 

See also:  

 [Chum & Matas CVPR 2006] 

 [Schechtman & Irani, CVPR 2007]  

 [Russell, Sivic, Ponce, Dessalles 2011] 

 [Hauagge & Snavely CVPR 2012] 



17 Mathieu AUBRY INRIA -TUM 

Related work: retrieval using a global descriptor 
 
[Russell, Sivic, Ponce, Dessales, 2011] used GIST [Oliva and Torralba 2001] 

[Shrivastava, Malisiewicz, Gupta, Efros, 2011] 
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Related work: retrieval using contours 
 

[Russell, Sivic, Ponce, Dessales, 2011] 

[Lowe ‘87], [Huttenlocher&Ullman ‘99], [Shotton, Blake, Cipolla ‘05],  

[Ferrari, Fevrier, Jurie, Schmid ‘08], [Opelt, Pintz, Zisserman ’06],  

[Arandjelovic&Zisserman ’11], [Baboud, Cadik, Eisemann, Seidel, 2011], 

[Baatz, Saurer, Köser, Pollefeys, ‘12] 



19 Mathieu AUBRY INRIA -TUM 

 

Related work: Histogram of oriented gradients 
(HOG) 
 Introduced in [Dalal and Triggs 2005] 

 

 

 

 
 

Extension to object parts [Felzenszwalb et al. 2010] 

 

 

 

 

Fast approximation [Hariharan, Malik, Ramanan. 2012] 
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Related work: “mid-level” visual elements 
 

See also [Bourdev & Malik ICCV 2009], [Singh et al. ECCV 2012], [Juneja et al. CVPR 

2013], [Jain et al. CVPR 2013], … 

Learn a vocabulary of discriminative 

visual elements that characterize a city. 

[Doersch, Singh, Gupta, Sivic, Efros, What makes 

Paris look like Paris?, SIGGRAPH 2012] 
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This work: 3D discriminative visual elements 
 
• Summarize a 3D model with a set of discriminative 

elements – “view-dependent distinct 3D fragments” 
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Problem statement 
 

Inputs Output 

3D model Camera parameters Painting 

Camera center, rotation, 

principal point, focal length 
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I. Synthesize representative views 

See also: [Irschara et al. CVPR 2009], [Baatz et al. ECCV 2012] 

Synthesize ~10,000 viewpoints for an architectural site 
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I. Synthesize representative views 

See also: [Irschara et al. CVPR 2009], [Baatz et al. ECCV 2012] 

Synthesize ~10,000 viewpoints for an architectural site 

 

 

 

 

 

 

 

 

 

 

 

 

We will have views similar to the paintings, that makes the problem easier! 



25 Mathieu AUBRY INRIA -TUM 

 

II. Select informative patches 

Idea: match the views using informative patches. 
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II. Select informative patches 

Idea: match the views using informative patches. 

 

 

 

 

 

 

 

 

 

 

 

Problem: how to select the informative patches? 

? 
? 
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II. Select informative patches 

Discriminability in patch space 

m 
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II. Select informative patches 

F(m) 

m 

 

F 

Discriminability in patch space 

x 
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-

ACM Transactions on Graphics, Vol. 28, No. 4, Article 106, Publication date: August 2009.
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the
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q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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We evaluate he whitened norm densely on the rendered view and 

perform non-max suppression. 

II. Select informative patches 
 

Note: Can be thought of as a generalization of local feature detection. 
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ement q from the (fixed) negative examples { x i } and hence can
be used for measuring the degree of discriminability of q. How-
ever, when using a hinge-loss as in exemplar SVM, optimizing (2)
would beexpensiveto perform for thousandsof candidateelements
in each rendered view. Instead, similar to discriminative cluster-
ing [Bach and Harchaoui 2008], we take advantage of the fact that
in the case of square loss L (y, s(x)) = (y − s(x))2 the wL S and
bL S minimizing (2) and the optimal cost E⇤

L S can be obtained in
closed form as

wL S =
2

2 + kΦ(q)k2
⌃ − 1(q− µ), (3)

bL S = −
1

2
(q + µ)T wL S , (4)

E⇤
L S =

4

2 + kΦ(q)k2
, (5)

whereµ = 1
N

P N
i = 1 x i denotesthemean of thenegativeexamples,

⌃ = 1
N

P N
i = 1(x i − µ)(x i − µ)> their covariance and

kΦ(q)k2 = (q− µ)> ⌃ − 1(q− µ), (6)

thesquared norm of q after the “whitening” transformationΦ(q) =

⌃ − 1
2 (q− µ).

We can use the value of the optimal cost (5) as a measure of
the discriminability of a specific q. If the training cost (error) for a
specific candidate visual element q is small the element is discrim-
inative. If the training cost is large the candidate visual element q
isnot discriminative. Thisobservation can be translated into asim-
ple and efficient algorithm for ranking candidate element detectors
based on their discriminability. In practice, weevaluate thesquared
“whitened” norm kΦ(q)k2 of each candidate element q, which is
inversely proportional to the training cost. If the whitened norm is
high the candidate element is discriminative, if the whitened norm
is low the candidate element is not discriminative. Given a ren-
dered view, we consider as candidates visual element detectors of
all patches that are local maxima (in scale and space) of the norm
of their whitened HOG descriptor, kΦ(q)k2 . Non-maximum sup-
pression isperformed using a threshold of 0.1 on thestandard ratio
of area intersection over union between two neighboring patches.
After this non-maximum suppression, all remaining patchesacross
all views are ranked according to the same whitened norm criteria.
Illustration of multi-scale discriminative visual element selection
for an example rendered view isshown in figure4.

4.2.3 Relation to linear discriminant analysis (LDA). Recent
works [Gharbi et al. 2012; Hariharan et al. 2012] have shown that
linear HOG-based object detectorscomputed analytically using lin-
ear discriminant analysis (LDA) can reach similar object detection
accuracy as detectors learnt by expensive iterative SVM training.
The distribution of positive and negative data points is assumed to
be Gaussian, with mean vectors µp and µn , respectively. The co-
variance matrix ⌃ p = ⌃ n = ⌃ is assumed to be the same for both
positive and negative data. Under these Gaussian assumptions, the
decision hyperplanecanbeobtained inaclosed form. Applying this
approach to our imagematching set-up, weestimateµn and⌃ from
a large set of HOG descriptors extracted from a set of (“negative”)
photographs independent from all sitesconsidered in thiswork. µp

isset to beaspecific singleHOG descriptor q of theparticular pos-
itive example patch in the given rendered view. Parameters wL D A

and bL D A of the linear classifier (1) are then obtained in closed
form as

wL D A = ⌃ − 1(q− µn ), (7)

Fig. 4. Selection of discr iminative visual elements. First row: the value

of discriminability shown as a heat-map for three different scales (left to

right). Red indicateshighdiscriminability. Blueindicateslow discriminabil-

ity. The discriminability is inversely proportional to the training cost of a

classifier learnt from a patch at the particular image location. Second row:

example visual elements at the local maxima of the discriminability score.

The corresponding local maxima are also indicated using “x” in the heat-

maps above.

bL D A = −
1

2
qT ⌃ − 1q + C, (8)

where C is a scalar constant independent of q. Parameters wL D A

and bL D A can be also obtained, without any explicit Gaussian ap-
proximations, by minimizing the following cost function

E (w, b) = L ↵ , wT q + b +
1

N

NX

i = 1

L − ↵ , wT x i + b , (9)

whereL is thesquare lossand ↵ = 1+ kΦ(q)k2 . Note that in con-
trast to the cost function (2), here the target labels depend on the
candidate visual element q and have values + ↵ and − ↵ for posi-
tive and negative data, respectively. This corresponds to increasing
the target values for visual elements q with large whitened norm
kΦ(q)k, i.e. thosethat aremorediscriminative. Under theGaussian
assumptions of LDA, the squared whitened norm kΦ(q)k2 can be
interpreted as the Bhattacharyya distance [Kailath 1967] measur-
ing the “overlap” between the Gaussian representing the negative
data and the Gaussian representing the positive example q. Dis-
criminative visual elements q with large kΦ(q)k (as described in
section 4.2.2) correspond to “unusual” examples far from the dis-
tribution of thenegativedata. This intuition isillustrated infigure5.

4.2.4 Discussion. Classifiersobtained by minimizing the least
squares (2) or LDA (9) cost functions can be used for matching
a candidate visual element q to a painting as described in equa-
tion (1). Note, however, that the decision hyperplanes obtained
from the least squares regression, wL S , and linear discriminant
analysis, wL D A , are collinear, i.e. they differ only by ascalar mul-
tiplicative factor, and only their offsets bL S and bL D A differ. As
a consequence, for a particular visual element q the ranking of
matchesaccording to thematching score (1) would be identical for
the two methods. In an object detection set-up [Dalal and Triggs
2005; Hariharan et al. 2012; Gharbi et al. 2012] the two methods
would produce identical precision-recall curves. In our matching
set-up, for a given q the best match in a particular painting would
be identical for both methods. The scalar offset, b, however, be-
comes important when comparing the value of the matching score
across different visual element detectors q. In object detection, the
score of the learnt classifiers isoften calibrated on aheld-out set of
labeled validation examples [Malisiewicz et al. 2011].
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“whitened” norm kΦ(q)k2 of each candidate element q, which is
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pression isperformed using athreshold of 0.1 on thestandard ratio
of area intersection over union between two neighboring patches.
After this non-maximum suppression, all remaining patches across
all views are ranked according to the same whitened norm criteria.
Illustration of multi-scale discriminative visual element selection
for an example rendered view is shown in figure4.

4.2.3 Relation to linear discriminant analysis (LDA). Recent
works [Gharbi et al. 2012; Hariharan et al. 2012] have shown that
linear HOG-based object detectorscomputed analytically using lin-
ear discriminant analysis (LDA) can reach similar object detection
accuracy as detectors learnt by expensive iterative SVM training.
The distribution of positive and negative data points is assumed to
be Gaussian, with mean vectors µp and µn , respectively. The co-
variance matrix ⌃ p = ⌃ n = ⌃ is assumed to be the same for both
positive and negative data. Under these Gaussian assumptions, the
decision hyperplanecanbeobtained inaclosed form. Applying this
approach to our imagematching set-up, weestimateµn and⌃ from
a large set of HOG descriptors extracted from a set of (“negative”)
photographs independent from all sitesconsidered in this work. µp

isset to beaspecific single HOG descriptor q of theparticular pos-
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proximations, by minimizing the following cost function
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L − ↵ , wT x i + b , (9)

where L is thesquare loss and ↵ = 1+ kΦ(q)k2 . Note that in con-
trast to the cost function (2), here the target labels depend on the
candidate visual element q and have values + ↵ and − ↵ for posi-
tiveand negative data, respectively. This corresponds to increasing
the target values for visual elements q with large whitened norm
kΦ(q)k, i.e. those that aremorediscriminative. Under theGaussian
assumptions of LDA, the squared whitened norm kΦ(q)k2 can be
interpreted as the Bhattacharyya distance [Kailath 1967] measur-
ing the “overlap” between the Gaussian representing the negative
data and the Gaussian representing the positive example q. Dis-
criminative visual elements q with large kΦ(q)k (as described in
section 4.2.2) correspond to “unusual” examples far from the dis-
tribution of thenegativedata. This intuition isillustrated infigure5.

4.2.4 Discussion. Classifiersobtained by minimizing the least
squares (2) or LDA (9) cost functions can be used for matching
a candidate visual element q to a painting as described in equa-
tion (1). Note, however, that the decision hyperplanes obtained
from the least squares regression, wL S , and linear discriminant
analysis, wL D A , are collinear, i.e. they differ only by a scalar mul-
tiplicative factor, and only their offsets bL S and bL D A differ. As
a consequence, for a particular visual element q the ranking of
matchesaccording to thematching score (1) would be identical for
the two methods. In an object detection set-up [Dalal and Triggs
2005; Hariharan et al. 2012; Gharbi et al. 2012] the two methods
would produce identical precision-recall curves. In our matching
set-up, for a given q the best match in a particular painting would
be identical for both methods. The scalar offset, b, however, be-
comes important when comparing the value of the matching score
across different visual element detectors q. In object detection, the
score of the learnt classifiers isoften calibrated on aheld-out set of
labeled validation examples [Malisiewicz et al. 2011].
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III. Select stable patches 

• Filter out elements unstable across viewpoint. 

• 3D model provides ground truth matches in near-by views 

• Require elements to be reliably detectable in near-by views 

 

See also [Doersch et al. SIGGRAPH 2012] [Singh et al. ECCV 2012], [Juneja et al. CVPR 2013] 
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Summary: representation of the 3D model 

• Back-project learnt discriminative elements onto the 3D model 
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IV. Matching patches 

1. Represent query region q using HOG descriptor 

Query 

region q: 

4 • M. Aubry et al.

Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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IV. Matching patches 
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the
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q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based
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of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-
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learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such asshadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q asa single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine(SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterativealgo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Classifier training 

For square loss, cost E can be minimized in closed form  

[Bach&Harchaoui 2008; Gharbi et al. 2012; Hariharan et al. 2012] 
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such asshadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q asa single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the
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of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-
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learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine(SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterativealgo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the
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q in a rendered view (top left) the aim is to find the corresponding region
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of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such asshadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q asa single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine(SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterativealgo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisible arediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as a single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamplesx i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of theclassification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity we ignore in (2) theregularization term ||w||2 . A
particular caseof thisapproach is the exemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view is given. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Fig. 2. Example of sampled viewpoints. Camera positions are sampled

on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such as shadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, this enables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate the proposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding the best match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q as asingle positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the

Fig. 3. Matching asclassification. Given aregion and itsHOG descriptor

q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have the same weight. Note that asimilar idea was used in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine (SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tavaet al. 2011]. Here, we build on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterative algo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scaleof thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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on the ground plane on a regular 100⇥100 grid. 24 camera orientations are

used for each viewpoint. Cameras not viewing any portion of the 3D model

are discarded. This procedure results in about 45,000 valid views for this

3D model.

tal camera rotations assuming no in-plane rotation of the camera.
For each horizontal rotation wesample 2-3 vertical rotations (pitch
angles) depending on the 3D model. Views where no significant
portion of the3D model isvisiblearediscarded. Thisprocedure re-
sults in between 7,000 and 45,000 views depending on the size of
the 3D site. An example of the sampled camera positions is shown
in figure2. Note that the rendered views form only an intermediate
representation and can be discarded after element detectors are ex-
tracted. Notealso that asweaim to use3D modelsof different type
and quality, wedid not useany advanced rendering techniques, e.g.
to produce illumination effects such asshadows or specularities.

Learning discriminative visual elements from rendered views is
described next.

4.2 Finding discriminative candidate elements

The aim is to find a set of mid-level visual elements that are dis-
criminative for the given 3D site. In the following, we formulate
image matching as a discriminative classification task and show
that for aspecific choice of loss function theclassifier can be com-
puted in a closed-form without computationally expensive itera-
tive training. In turn, thisenables efficient training of classifiers for
thousands of candidate visual elements densely sampled in each
rendered view. The quality of the trained classifier (measured by
the training error) is then used to select only the few candidate vi-
sual elements that are the most discriminative in each view (have
the lowest training error). Finally, we show how the learnt visual
elements arematched to the input painting, and relate theproposed
approach to other recent work on closed-form training of HOG-
based linear classifiers [Gharbi et al. 2012; Hariharan et al. 2012].

4.2.1 Matching as classification. The aim is to match a given
rectangular patch q (represented by aHOG [Dalal and Triggs2005]
descriptor) in a rendered view to its corresponding patch in the
painting, as illustrated in figure3. Instead of finding thebest match
measured by the Euclidean distance between the descriptors, we
train a linear classifier with q asa single positiveexample (with la-
bel yq = + 1) and a largenumber of negativeexamples x i for i = 1
to N (with labels yi = − 1). The matching is then performed by
finding the patch x⇤ in the painting with the highest classification
score

s(x) = w> x + b, (1)

where w and b are the parameters of the linear classifier. Note that
w denotes the normal vector to the decision hyper-plane and b is a
scalar offset. Compared to theEuclidean distance, theclassification
score (1) measures a form or similarity, i.e. a higher classification
score indicates higher similarity between x and q. In addition, the
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q in a rendered view (top left) the aim is to find the corresponding region

in a painting (top right). This is achieved by training a linear HOG-based

sliding window classifier using q as a positive example and a large number

of negative data. The classifier weight vector w is visualized by separately

showing the positive (+) and negative (-) weights at different orientations

and spatial locations. The best match x in the painting is found as the max-

imum of the classification score.

learnt w weights different components of x differently. This is in
contrast to thestandard Euclidean distancewhereall componentsof
x have thesame weight. Note that asimilar idea wasused in learn-
ing per-exemplar distances [Frome et al. 2007] or per-exemplar
support vector machine(SVM) classifiers [Malisiewicz et al. 2011]
for object recognition and cross-domain image retrieval [Shrivas-
tava et al. 2011]. Here, webuild on this work and apply it to image
matching using local mid-level image structures.

Parameters w and b are obtained by minimizing a cost function
of the following form

E (w, b) = L 1, wT q + b +
1

N

NX

i = 1

L − 1, wT x i + b , (2)

where the first term measures the loss L on the positive example q
and the second term measures the loss on the negative data. Note
that for simplicity weignore in (2) theregularization term ||w||2 . A
particular case of thisapproach is theexemplar-SVM [Malisiewicz
et al. 2011; Shrivastava et al. 2011], where the loss L (y, s(x))
between the label y and predicted score s(x) is the hinge-loss
L (y, s(x)) = max{ 0, 1 − ys(x)} [Bishop 2006]. For exemplar
SVM cost (2) is convex and can be minimized using iterativealgo-
rithms [Fan et al. 2008; Shalev-Shwartz et al. 2011].

4.2.2 Selection of discriminative visual elements via least
squares regression. So far we have assumed that the position and
scale of thevisual element q in the rendered view isgiven. Asstor-
ing and matching all possible visual elements from all rendered
views would be computationally prohibitive, the aim here is to au-
tomatically select a subset of the visual elements that are the most
discriminative. First, we note that the optimal value of the cost (2)
characterizes the separability of a particular candidate visual el-
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Go beyond classification/detection 

Challenge 

Chapt er 1

I nt roduct ion

1.1 T he ob ject ive

The object ive of this work is to make a step towards an art ificial system with human-like visual

intelligencecapabilit ies. Weconsider thefollowing threevisual recognit ion problems. First , wewish

to ident ify thesameobject or placeinstancein a largedatabaseof imagesdespitesignificant changes

in appearance due to viewpoint, illuminat ion but also ageing, seasonal changes, or depict ion style,

as illustrated in figure 1.1(a). Second, we consider recognit ion of object classes such as “ chairs” or

“windows” (as opposed to a specific instance of a chair or a window). We wish to predict which

object classes are present in the image, ident ify their locat ions as well as predict their approximate

3D model and fine-grained style (“ Is this a bar stool or a folding chair?” ; “ Is this a bay window

or a French window?” ), as shown in figure 1.1(b). In part icular, we invest igate di↵erent levels of

supervision for this task start ing from just observing images without any supervision to having

millions of labelled images or a set of full 3D models. Finally, we consider recognit ion of people

and their act ions in unconstrained videos such as TV or feature length films. In detail, we wish

to ident ify individual people in the video using their faces (“Who is this?” ) as well as recognize

what they do (“ Is this person walking or sit t ing?” ), as shown in figure 1.1(c). While these visual

recognit ion tasks can be easily achieved by a human, they present a major challenge for a computer

vision system.

2.3. BEYOND BAGS-OF-VISUAL-WORDS: PAINTING-TO-3D MODEL ALIGNMENT

Figure 2.12: Example alignments of non-photographic depict ions to 3D models. Not ice that we are able

to align depict ions rendered in di↵erent styles and having a variety of viewpoints with respect to the 3D

models.
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Abstract

Thispaper posesobject categorydetection in imagesas

a typeof 2D to 3D alignment problem, utilizing the large

quantitiesof 3DCADmodelsthat havebeenmadepublicly

available on-line. Using the “ chair” class as a running

example, weproposean exemplar-based 3D category rep-

resentation, which can explicitly model chairsof different

styles aswell as the largevariation in viewpoint. Wede-

velopanapproachtoestablishpart-basedcorrespondences

between 3D CAD models and real photographs. This is

achieved by (i) representing each 3D model using a set

of view-dependent mid-level visual elements learned from

synthesized viewsinadiscriminative fashion, (ii) carefully

calibrating theindividual element detectorswithrespect to

each other on a common dataset of negative images, and

(iii) matchingthemtothetest imageallowingfor small mu-

tual deformations but preserving the viewpoint and style

constraints. We demonstrate the ability of our system to

align 3D modelswith 2D objectson thechallenging PAS-

CAL VOCimages, whichdepict awidevariety of chairsin

complexscenes.

1. Introduction

From its very beginnings [27] and up until the early

nineties [25], object recognition research hasbeen heavily

geometry-centric. Thecentral tenet of thetimewasalign-

ment, and the act of recognition was posed as correctly

aligning a3D model of an object with its2D depiction in

the test image1. The parameters recovered during align-

ment (object pose, object scale, etc.) served astheoutput

of therecognition process, to beused, for instance, in the

perception-manipulation loop inroboticsapplications. Un-

fortunately, thesuccessof these3D model-based methods

waslargely limitedtoinstancerecognition tasksfor objects

1Indeed, oneof theoft-told stories isthat whenastudent askedTakeo

Kanadewhat are thethreemost important problems in computer vision,

hisreply was: “Alignment, alignment, alignment!”.

(a) Input images (b) Alignedoutput (c) 3Dchair models

Figure 1: Given an input image (left), our algorithm

searchesadatabaseof 1,3943Dchair modelstodetect any

depicted chairs in the image. Thealgorithm returns a3D

model matchingthestyleof thechair andrecoversitsview-

point relativeto thecamera(outlined in green, right). We

overlay aprojection of thereturned 3D model onto thein-

put image(middle). Notice theagreement of thereturned

model withthedepictedchair styleandpose.

with well-pronounced rectilinear structures (e.g. staplers

wereafavoriteexample). As thefieldmoved toward cat-

egory recognition and objects with morecomplex appear-

ance, 3Dmodel-basedobject recognitionhasbeenreplaced

by thenew2Dappearance-basedmethods(e.g. [9,13,32]).

Thesemethodsforgo3Dandoperatedirectly onthe2Dim-

ageplane. Thus, instead of a3D model of anobject, they

usealargedataset of 2Dviewsof theobject classfromdif-

ferent viewpoints, asthemodel. Thesemethodshaveshown

steadily improvingperformanceonanumber of challenging

tasks, such as the PASCAL VOC dataset [12]. However,

their maindrawback isthat theresult of asuccessful recog-
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Abstract

Thispaper posesobject categorydetection in imagesas

a typeof 2D to 3D alignment problem, utilizing the large

quantitiesof 3DCADmodelsthat havebeenmadepublicly

available on-line. Using the “ chair” class as a running

example, weproposean exemplar-based 3D category rep-

resentation, which can explicitly model chairs of different

styles aswell as the largevariation in viewpoint. Wede-

velopanapproachtoestablishpart-basedcorrespondences

between 3D CAD models and real photographs. This is

achieved by (i) representing each 3D model using a set

of view-dependent mid-level visual elements learned from

synthesized viewsinadiscriminative fashion, (ii) carefully

calibrating theindividual element detectorswithrespect to

each other on a common dataset of negative images, and

(iii) matchingthemtothetest imageallowingfor small mu-

tual deformations but preserving the viewpoint and style

constraints. We demonstrate the ability of our system to

align 3D modelswith 2D objects on thechallenging PAS-

CAL VOCimages, whichdepict awidevariety of chairsin

complexscenes.

1. Introduction

From its very beginnings [27] and up until the early

nineties [25], object recognition research hasbeen heavily

geometry-centric. Thecentral tenet of thetimewasalign-

ment, and the act of recognition was posed as correctly

aligning a3D model of an object with its2D depiction in

the test image1. The parameters recovered during align-

ment (object pose, object scale, etc.) served as theoutput

of therecognition process, to beused, for instance, in the

perception-manipulation loop inroboticsapplications. Un-

fortunately, thesuccessof these3D model-based methods

waslargely limitedtoinstancerecognitiontasksfor objects

1Indeed, oneof theoft-told stories isthat whenastudent askedTakeo

Kanade what are the threemost important problems in computer vision,

hisreply was: “Alignment, alignment, alignment!”.

(a) Input images (b) Alignedoutput (c) 3Dchair models

Figure 1: Given an input image (left), our algorithm

searchesadatabaseof 1,3943Dchair modelstodetect any

depicted chairs in the image. Thealgorithm returns a3D

model matchingthestyleof thechair andrecoversitsview-

point relativeto thecamera(outlined in green, right). We

overlay aprojection of thereturned 3D model onto thein-

put image(middle). Notice theagreement of thereturned

model withthedepictedchair styleandpose.

with well-pronounced rectilinear structures (e.g. staplers

wereafavoriteexample). As thefieldmoved toward cat-

egory recognition and objects with morecomplex appear-

ance, 3Dmodel-basedobject recognitionhasbeenreplaced

by thenew2Dappearance-basedmethods(e.g. [9, 13,32]).

Thesemethodsforgo3Dandoperatedirectly onthe2Dim-

ageplane. Thus, instead of a3D model of an object, they

usealargedataset of 2Dviewsof theobject classfromdif-

ferent viewpoints, asthemodel. Thesemethodshaveshown

steadily improvingperformanceonanumberof challenging

tasks, such as the PASCAL VOC dataset [12]. However,

their maindrawback isthat theresult of asuccessful recog-

1
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Abstract

We address the problem of learning a joint model of

actorsand actions in moviesusing weak supervision pro-

videdbyscripts. Specifically, weextract actor/actionpairs

fromthescript and usethemasconstraints in a discrimi-

nativeclustering framework. Thecorresponding optimiza-

tion problemis formulated asa quadratic programunder

linear constraints. Peoplein video arerepresented by au-

tomatically extracted and tracked faces together with cor-

responding motion features. First, weapply theproposed

framework to the task of learning names of characters in

themovieand demonstratesignificant improvements over

previous methods used for this task. Second, we explore

the joint actor/action constraint and show its advantage

for weakly supervised action learning. We validate our

method in thechallenging setting of localizing and recog-

nizingcharactersandtheir actionsinfeaturelengthmovies

CasablancaandAmericanBeauty.

1. Introduction

Therecognitionof actions, scenesandobjectsinvideos

isadifficult task dueto thelargevariability of their visual

appearance. Modeling suchavariability typically requires

manually annotating largenumbersof trainingsamplesfor

learning model parameters. Video annotation, however, is

avery tediousprocessthat doesnot scalewell to thehuge

number of existingevents.

Video scripts exist for thousands of movies and TV-

seriesandcontainrichdescriptionsintermsof people, their

actions, interactionsandemotions, object properties, scene

layoutsandmore. Previousworkhasexploredvideoscripts

to learn and automatically annotate characters in TV se-

ries[6, 22, 23]. Automatic learningof humanactionsfrom

scriptshasalso been attempted [8, 18, 20]. Theproblem,

however, remainsdifficult duetothelack of explicit corre-

spondencebetween sceneelements in video and their tex-

tual descriptionsinscripts. Inparticular, videoscriptspro-
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Figure1: Result of our automaticdetectionandannotation

of charactersandtheiractionsinthemovieCasablanca. The

automatically resolved correspondencebetween video and

script iscolor-coded.

videno spatial localization of peopleand objects, and the

temporal localizationof eventsinferredfromthesubtitlesis

oftenimprecise.

Previous work on weakly supervised learning in im-

ages [5, 13, 19] and video [6, 8, 18, 20, 22, 23] has ex-

plored redundancy to resolveambiguity of textual annota-

tion. For example, multipleimagesknowntocontainaper-

sonX couldhelp identifyingX by intersectingsetsof peo-

plefromeachimage. Giventhedifficultyof identifyingthe

sameperson, action or object class in different images or

videos, therealization of the“intersection” idea, however,

isoftennon-trivial inpractice.

Objects, people and actions often co-occur. Knowing

that “Rick sitsdown” inavideocanhelpannotating asit-

ting down action if we can localize Rick and vice versa,

seeFigure1. Action recognition canparticularly helpper-

son identification for raresubjectsandsubjectsfacingaway

fromthecamera(e.g., Ilsawalksaway to thedoor). Rec-

ognizing actors, on theother hand, canbemost useful for

learningrareevents(e.g. handshaking).

Wefollowthisintuitionandaddress joint weakly super-

vised learningof actorsandactionsby exploiting their co-

occurrenceinmovies. Wefollow previouswork [6, 8, 18,

20,22,23] andusemoviescriptsasasourceof weaksuper-

vision. Differently fromthispriorwork,weuseactor-action

1

(c) People and act ions

Figure 1.1: Examples of v isual r ecognit ion r esult s descr ibed in t his t hesis. (a) Aligning paint ing

(left ) to a 3D model of an architectural site (right), described in chapter 2. (b) We detect a 3D object

(“ chair” ) in the input image (left ) as well a predict its fine-grained style and pose (right), as described in

chapter 3. (c) Joint person ident ificat ion and act ion recognit ion in video, described in chapter 4.

1

Chapt er 1

I nt roduct ion

1.1 T he ob ject ive

The object ive of this work is to make a step towards an art ificial system with human-like visual

intelligencecapabilit ies. Weconsider thefollowing threevisual recognit ion problems. First , wewish

to ident ify thesameobject or placeinstancein a largedatabaseof imagesdespitesignificant changes

in appearance due to viewpoint , illuminat ion but also ageing, seasonal changes, or depict ion style,

as illustrated in figure 1.1(a). Second, we consider recognit ion of object classes such as “ chairs” or

“windows” (as opposed to a specific instance of a chair or a window). We wish to predict which

object classes are present in the image, ident ify their locat ions as well as predict their approximate

3D model and fine-grained style (“ Is this a bar stool or a folding chair?” ; “ Is this a bay window

or a French window?” ), as shown in figure 1.1(b). In part icular, we invest igate di↵erent levels of

supervision for this task start ing from just observing images without any supervision to having

millions of labelled images or a set of full 3D models. Finally, we consider recognit ion of people

and their act ions in unconstrained videos such as TV or feature length films. In detail, we wish

to ident ify individual people in the video using their faces (“Who is this?” ) as well as recognize

what they do (“ Is this person walking or sit t ing?” ), as shown in figure 1.1(c). While these visual

recognit ion tasks can be easily achieved by a human, they present a major challenge for a computer

vision system.

2.3. BEYOND BAGS-OF-VISUAL-WORDS: PAINTING-TO-3D MODEL ALIGNMENT

Figure 2.12: Example alignments of non-photographic depict ions to 3D models. Not ice that we are able

to align depict ions rendered in di↵erent styles and having a variety of viewpoints with respect to the 3D

models.
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Abstract

Thispaper posesobject categorydetection in imagesas

a typeof 2D to 3D alignment problem, utilizing the large

quantitiesof 3DCADmodelsthat havebeenmadepublicly

available on-line. Using the “ chair” class as a running

example, weproposean exemplar-based 3D category rep-

resentation, which can explicitly model chairsof different

styles aswell as the largevariation in viewpoint. Wede-

velopanapproachtoestablishpart-basedcorrespondences

between 3D CAD models and real photographs. This is

achieved by (i) representing each 3D model using a set

of view-dependent mid-level visual elements learned from

synthesized viewsinadiscriminative fashion, (ii) carefully

calibrating theindividual element detectorswithrespect to

each other on a common dataset of negative images, and

(iii) matchingthemtothetest imageallowingfor small mu-

tual deformations but preserving the viewpoint and style

constraints. We demonstrate the ability of our system to

align 3D modelswith 2D objectson thechallenging PAS-

CAL VOCimages, whichdepict awidevariety of chairsin

complexscenes.

1. Introduction

From its very beginnings [27] and up until the early

nineties [25], object recognition research hasbeen heavily

geometry-centric. Thecentral tenet of thetimewasalign-

ment, and the act of recognition was posed as correctly

aligning a3D model of an object with its2D depiction in

the test image1. The parameters recovered during align-

ment (object pose, object scale, etc.) served astheoutput

of therecognition process, to beused, for instance, in the

perception-manipulation loop inroboticsapplications. Un-

fortunately, thesuccessof these3D model-based methods

waslargely limitedtoinstancerecognition tasksfor objects

1Indeed, oneof theoft-told stories isthat whenastudent askedTakeo

Kanadewhat are thethreemost important problems in computer vision,

hisreply was: “Alignment, alignment, alignment!”.

(a) Input images (b) Alignedoutput (c) 3Dchair models

Figure 1: Given an input image (left), our algorithm

searchesadatabaseof 1,3943Dchair modelstodetect any

depicted chairs in the image. Thealgorithm returns a3D

model matchingthestyleof thechair andrecoversitsview-

point relativeto thecamera(outlined in green, right). We

overlay aprojection of thereturned 3D model onto thein-

put image(middle). Notice theagreement of thereturned

model withthedepictedchair styleandpose.

with well-pronounced rectilinear structures (e.g. staplers

wereafavoriteexample). As thefieldmoved toward cat-

egory recognition and objects with morecomplex appear-

ance, 3Dmodel-basedobject recognitionhasbeenreplaced

by thenew2Dappearance-basedmethods(e.g. [9,13,32]).

Thesemethodsforgo3Dandoperatedirectly onthe2Dim-

ageplane. Thus, instead of a3D model of anobject, they

usealargedataset of 2Dviewsof theobject classfromdif-

ferent viewpoints, asthemodel. Thesemethodshaveshown

steadily improvingperformanceonanumber of challenging

tasks, such as the PASCAL VOC dataset [12]. However,

their maindrawback isthat theresult of asuccessful recog-
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constraints. We demonstrate the ability of our system to
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nineties [25], object recognition research hasbeen heavily
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ment, and the act of recognition was posed as correctly

aligning a3D model of an object with its2D depiction in

the test image1. The parameters recovered during align-

ment (object pose, object scale, etc.) served as theoutput

of therecognition process, to beused, for instance, in the

perception-manipulation loop inroboticsapplications. Un-

fortunately, thesuccessof these3D model-based methods

waslargely limitedtoinstancerecognitiontasksfor objects

1Indeed, oneof theoft-told stories isthat whenastudent askedTakeo

Kanade what are the threemost important problems in computer vision,

hisreply was: “Alignment, alignment, alignment!”.

(a) Input images (b) Alignedoutput (c) 3Dchair models

Figure 1: Given an input image (left), our algorithm

searchesadatabaseof 1,3943Dchair modelstodetect any

depicted chairs in the image. Thealgorithm returns a3D

model matchingthestyleof thechair andrecoversitsview-

point relativeto thecamera(outlined in green, right). We

overlay aprojection of thereturned 3D model onto thein-

put image(middle). Notice theagreement of thereturned

model withthedepictedchair styleandpose.

with well-pronounced rectilinear structures (e.g. staplers

wereafavoriteexample). As thefieldmoved toward cat-

egory recognition and objects with morecomplex appear-

ance, 3Dmodel-basedobject recognitionhasbeenreplaced

by thenew2Dappearance-basedmethods(e.g. [9, 13,32]).

Thesemethodsforgo3Dandoperatedirectly onthe2Dim-

ageplane. Thus, instead of a3D model of an object, they

usealargedataset of 2Dviewsof theobject classfromdif-

ferent viewpoints, asthemodel. Thesemethodshaveshown

steadily improvingperformanceonanumberof challenging

tasks, such as the PASCAL VOC dataset [12]. However,

their maindrawback isthat theresult of asuccessful recog-
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Abstract

We address the problem of learning a joint model of

actorsand actions in moviesusing weak supervision pro-

videdbyscripts. Specifically, weextract actor/actionpairs

fromthescript and usethemasconstraints in a discrimi-

nativeclustering framework. Thecorresponding optimiza-

tion problemis formulated asa quadratic programunder

linear constraints. Peoplein video arerepresented by au-

tomatically extracted and tracked faces together with cor-

responding motion features. First, weapply theproposed

framework to the task of learning names of characters in

themovieand demonstratesignificant improvements over

previous methods used for this task. Second, we explore

the joint actor/action constraint and show its advantage

for weakly supervised action learning. We validate our

method in thechallenging setting of localizing and recog-

nizingcharactersandtheir actionsinfeaturelengthmovies

CasablancaandAmericanBeauty.

1. Introduction

Therecognitionof actions, scenesandobjectsinvideos

isadifficult task dueto thelargevariability of their visual

appearance. Modeling suchavariability typically requires

manually annotating largenumbersof trainingsamplesfor

learning model parameters. Video annotation, however, is

avery tediousprocessthat doesnot scalewell to thehuge

number of existingevents.

Video scripts exist for thousands of movies and TV-

seriesandcontainrichdescriptionsintermsof people, their

actions, interactionsandemotions, object properties, scene

layoutsandmore. Previousworkhasexploredvideoscripts

to learn and automatically annotate characters in TV se-

ries[6, 22, 23]. Automatic learningof humanactionsfrom

scriptshasalso been attempted [8, 18, 20]. Theproblem,

however, remainsdifficult duetothelack of explicit corre-

spondencebetween sceneelements in video and their tex-

tual descriptionsinscripts. Inparticular, videoscriptspro-
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Figure1: Result of our automaticdetectionandannotation

of charactersandtheiractionsinthemovieCasablanca. The

automatically resolved correspondencebetween video and

script iscolor-coded.

videno spatial localization of peopleand objects, and the

temporal localizationof eventsinferredfromthesubtitlesis

oftenimprecise.

Previous work on weakly supervised learning in im-

ages [5, 13, 19] and video [6, 8, 18, 20, 22, 23] has ex-

plored redundancy to resolveambiguity of textual annota-

tion. For example, multipleimagesknowntocontainaper-

sonX couldhelp identifyingX by intersectingsetsof peo-

plefromeachimage. Giventhedifficultyof identifyingthe

sameperson, action or object class in different images or

videos, therealization of the“intersection” idea, however,

isoftennon-trivial inpractice.

Objects, people and actions often co-occur. Knowing

that “Rick sitsdown” inavideocanhelpannotating asit-

ting down action if we can localize Rick and vice versa,

seeFigure1. Action recognition canparticularly helpper-

son identification for raresubjectsandsubjectsfacingaway

fromthecamera(e.g., Ilsawalksaway to thedoor). Rec-

ognizing actors, on theother hand, canbemost useful for

learningrareevents(e.g. handshaking).

Wefollowthisintuitionandaddress joint weakly super-

vised learningof actorsandactionsby exploiting their co-

occurrenceinmovies. Wefollow previouswork [6, 8, 18,

20,22,23] andusemoviescriptsasasourceof weaksuper-

vision. Differently fromthispriorwork,weuseactor-action
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(c) People and act ions

Figure 1.1: Examples of v isual r ecognit ion r esult s descr ibed in t his t hesis. (a) Aligning paint ing

(left ) to a 3D model of an architectural site (right), described in chapter 2. (b) We detect a 3D object

(“ chair” ) in the input image (left ) as well a predict its fine-grained style and pose (right), as described in

chapter 3. (c) Joint person ident ificat ion and act ion recognit ion in video, described in chapter 4.
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Usual difficulties from object detection; clutter, occlusion, 

illumination… 

Intra-class variation 

Difficulty 
CHAPTER 1. INTRODUCTION

9 CLASS: CHAIR 36

Rank: 121, Image: 2009 002596 Rank: 131, Image: 2011 000915

Rank: 141, Image: 2008 008620 Rank: 151, Image: 2008 005079

Rank: 161, Image: 2009 002364 Rank: 171, Image: 2008 004972

Rank: 181, Image: 2010 005451 Rank: 191, Image: 2009 001797

Rank: 201, Image: 2011 002733 Rank: 211, Image: 2008 005776

Figure 1.2: Chal lenges of v isual r ecogni t ion. Top: I nst ance-level r ecogni t ion. The imaged

appearance of the same place (the “ Not re Dame” cathedral in Paris) varies significant ly due to changes in

viewpoint and illuminat ion (left vs. middle), changes over t ime (e.g. destroyed buildings, left vs. middle)

and depict ion style (e.g. paint ing, right ). M iddle: Cat egor y-level r ecogni t ion. Large int ra-class

variat ion in appearance of object class “ chair” . Right : objects (chairs and tables) are embedded in

clut tered scenes with complex mutual occlusions. B ot t om: D ynamic scenes involv ing people. Four

instances a “ person opening door” act ion. Note the huge variability in imaged appearance.

such as paint ings or drawings, the appearance can be very di↵erent due to specific depict ion style

and drawing errors, as illustrated in figure 1.2(top).

I nt ra-class var iat ion. For object classes, there is theaddit ional difficulty of int ra-class variat ion

asillustrated in figure1.2(middle). Moreover, objectsareembedded in clut tered scenesand undergo

complex mutual occlusions.

Var iabi l i t y of dynamic scenes involving people. For dynamic scenes involving people, there

is theaddit ional difficulty of modeling temporal informat ion and thehuman (inter-)act ionswith the

scene. The same act ion performed by two di↵erent people can result in a very di↵erent appearance

in the video (see figure 1.2(bottom)). For example, the people may have di↵erent clothing, the

camera viewpoint is di↵erent and the act ion is performed in a di↵erent manner, for example, faster

or slower.
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Related work: 3D objects recognition 
 

3D DPMs: [Herjati&Ramanan’12],  

[Pepik et al.12], [Zia et al.’13], … 

Simplified part models: 

[Xiang&Savarese’12], [Del Pero et al.’13] 

Cuboids: [Xiao et al.’12] [Fidler et al.’12] 

This work: model object category by a large collection of 3D instances. 

See also: [Glasner et al.’11, Fouhey et al.’13, Lim et al.’13, Satkin&Hebert’13] 

Blocks world: [Gupta et al.’12] 

Often simplified models with a small number of parts 
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This work 

Use of large (1300) database of 3D model to help recognition. 
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1. Get 3D models from the internet (1394 models) 

Approach 
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2. Render views from 

the 3D models. 

(62 views per model 

->86 428 views) 

Approach 
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Approach 

tz Î {1,...,T}

Style: 

Viewpoint: oz Î {1,...,O}
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3. Select discriminative elements 

     We select the local minima of the expected exemplar quadratic loss 

on 10x10 HOGs 

Approach 
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4. Define a detector for each element 

       -> use a linear classifier on 10x10 HOGs given by the least squares loss. 

 

 

 

 

 

 

 

       -> affine calibration 

Approach 
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4. Define a detector for each element 

       -> use a linear classifier on 10x10 HOGs given by the least squares loss. 

       -> affine calibration with negative data by imposing that the score of the 

mean HOG feature is -1 and that the false positive rate is 0.01% 

Approach 

Initial score 

calibrated score 

density 

-1 

0.01% of the scores 

m 
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5. Given an image, run all detectors in a sliding window fashion and 

select the best matching chair/position. 

Approach 



Example I. 



Example II. 



Example III. 
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Results 
• Test set:  

• 179 images from Pascal VOC 2012 (validation) 

• 247 annotated chair bounding boxes 

 

Baselines: 

1. DPM:  

(Felzenszwalb et al.’10) 

 

2. Exemplar LDA: 

(Malisiewicz et al.’11) 
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Even for simple chair, our algorithm returns many similar models but 

no exact match. 

Limitation 
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Mid-level visual elements 2D-3D alignment can help: 

Conclusion 

Understanding non-photographic depictions Representing object categories 
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Questions ? 


